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Aim of the course

I to enable the participants to
I understand and interpret statistical analyses

I evaluate the assumptions behind the use of various
methods of analysis

I perform their own analyses using SAS
I understand the output from a statistical program package

— in general; not only from SAS
I present the results from a statistical analysis

— numerically and graphically

I to create a better platform for communication between
statistics ‘users’ and statisticians, for the benefit of
subsequent collaboration

Prerequisites

We expect students to be
I Interested

I Motivated,
ideally by your own research project,
or by plans for carrying one out

I Basic knowledge of statistical concepts:
I mean, average
I variance, standard deviation,

standard error of the mean
I estimation, confidence intervals
I regression (correlation)
I t test, χ2 test
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Topics

Quantitative data: Birth weight, blood pressure, etc. (normal
distribution)

I Analysis of variance → variance component models
I Regression analysis

I The general linear model
I Non-linear models
I Repeated measurements over time

Non-normal outcomes
I Binary data: logistic regression
I Counts: Poisson regression
I Ordinal data (maybe)
I (Censored data: survival analysis)

Lectures

I Tuesday and Thursday mornings (until 12.00)
I Lecturing in English
I Copies of slides must be downloaded
I Usually one large break starting around 10.15–10.30 and

lasting about 25 minutes
I Coffee, tea, and cake will be served
I Smaller break later, if required



Computer labs

I 2 computer classes, A and B
I In the afternoon following each lecture
I Exercises will be handed out
I Two teachers in each exercise class
I We use SAS programming
I Solutions can be downloaded after the exercises

Course diploma

I 80% attendance is required
I It is your responsibility to sign the list at each lecture and

each exercise class
I 8× 2 = 16 lists, 80% equals 13 half days
I No compulsory home work

. . . but you are expected to work with the material at home!

Example

Two methods, expected to
give the same result:

I MF: Transmitral
volumetric flow,
determined by Doppler
echocardiography

I SV: Left ventricular
stroke volume,
determined by
cross-sectional
echocardiography

subject MF SV
1 47 43
2 66 70
3 68 72
4 69 81
5 70 60
. . .
. . .
. . .
. . .

18 105 98
19 112 108
20 120 131
21 132 131

average 86.05 85.81
SD 20.32 21.19

SEM 4.43 4.62
How do we compare the two measurement methods?

The individuals are their own control

We can obtain the same power with fewer individuals.

A paired situation: Look at differences
— but on which scale?

I Are the sizes of the differences approximately the same
over the entire range?

I Or do we rather see relative (percent) differences?
In that case, we take differences on a logarithmic scale.

When we have determined the proper scale:
Investigate whether the differences have mean zero.



Example

Two methods for determining concentration of glucose.

REFE:
Colour test,
may be ’polluted’ by uric acid

TEST:
Enzymatic test,
more specific for glucose.

nr. REFE TEST
1 155 150
2 160 155
3 180 169
. . .
. . .
. . .

44 94 88
45 111 102
46 210 188
X̄ 144.1 134.2

SD 91.0 83.2

Ref: R.G. Miller et al. (eds): Biostatistics Casebook. Wiley,
1980.

Scatter plot: Limits of agreement:

Since differences seem to be relative,
we consider transformation by logarithm

Summary statistics

Numerical description of quantitative variables

I Location, center

I average (mean value) ȳ =
1
n

(y1 + · · ·+ yn)

I median (‘middle observation’)
I Variation

I variance, s2
y =

1
n − 1

∑
(yi − ȳ)2

I standard deviation, sy =
√

variance
I special quantiles, e.g. quartiles



Summary statistics

I Average / Mean
I Median
I Variance (quadratic units, hard to interpret)
I Standard deviation (units as outcome, interpretable)
I Standard error (uncertainty of estimate, e.g. mean)

The MEANS Procedure

Variable N Mean Median Std Dev Std Error
---------------------------------------------------------------------
mf 21 86.0476190 85.0000000 20.3211126 4.4344303
sv 21 85.8095238 82.0000000 21.1863613 4.6232431
dif 21 0.2380952 1.0000000 6.9635103 1.5195625
---------------------------------------------------------------------

Interpretation of the standard deviation, s

Most of the observations can be found in the interval

ȳ ± approx.2× s

i.e. the probability that a randomly chosen subject from a
population has a value in this interval is large. . .

For the differences mf - sv we find

0.24± 2× 6.96 = (−13.68, 14.16)

If data are normally distributed, this interval contains approx.
95% of future observations. If not. . .

In order to use the above interval, we should at least have
reasonable symmetry. . .

Density of the normal distribution: N(µ, σ2)

mean,
often denoted µ, α etc.

standard deviation,
often denoted σ
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Quantile plot (Probability plot)

If data are normally dis-
tributed,
the plot will look like a straight
line:

The observed quantiles
should correspond to
the theoretical ones
(except for a scale factor)



Prediction intervals

Intervals containing 95% of the ‘typical’ (middle) observations
(95% coverage) :

I lower limit: 2.5%-quantile
I upper limit: 97.5%-quantile

If a distribution fits well to a normal distribution N(µ, σ2), then
these quantiles can be directly calculated as follows:

2.5%-quantile: µ− 1.96 σ ≈ d̄ − 1.96s
97.5%-quantile: µ + 1.96 σ ≈ d̄ + 1.96s

and the prediction interval is therefore calculated as

ȳ ± approx.2× s = (ȳ − approx.2× s, ȳ + approx.2× s)

What is the ‘approx. 2’?

The prediction interval has to ‘catch’ future observations, ynew
We know that

ynew − ȳ ∼ N(0, σ2(1 +
1
n

))

ynew − ȳ

s
√

1 + 1
n

∼ t(n − 1)⇒

t2.5%(n − 1) <
y new − ȳ

s
√

1 + 1
n

< t97.5%(n − 1)

ȳ − s

√
1 +

1
n
× t2.5%(n − 1) < ynew < ȳ + s

√
1 +

1
n
× t97.5%(n − 1)

The meaning of ‘approx. 2’ is therefore√
1 +

1
n
× t97.5%(n − 1) ≈ t97.5%(n − 1)

The t quantiles (t2.5% = −t97.5%) may be looked up in tables,
or calculated by, e.g.,
the program R: Free software, may be downloaded from

http://cran.dk.r-project.org/

> df<-10:30
> qt<-qt(0.975,df)
> cbind(df,qt)

df qt
[1,] 10 2.228139
[2,] 11 2.200985
[3,] 12 2.178813
[4,] 13 2.160369
[5,] 14 2.144787
[6,] 15 2.131450
[7,] 16 2.119905
[8,] 17 2.109816
[9,] 18 2.100922

[10,] 19 2.093024
[11,] 20 2.085963
[12,] 21 2.079614
[13,] 22 2.073873
[14,] 23 2.068658
[15,] 24 2.063899
[16,] 25 2.059539
[17,] 26 2.055529
[18,] 27 2.051831
[19,] 28 2.048407
[20,] 29 2.045230
[21,] 30 2.042272

For the differences mf - sv, n = 21, and the relevant
t-quantile is 2.086, and the correct prediction interval is

0.24±2.086×
√

1 +
1
21
×6.96 = 0.24±2.185×6.96 = (−14.97, 15.45)



To sum up:
Statistical model for paired data:

Xi : MF-method for the i th subject
Yi : SV-method for i th subject

Differences Di = Xi − Yi (i=1,. . . ,21) are independent,
normally distributed

Di ∼ N(δ, σ2
D)

Note: No assumptions about the distribution of
the basic flow measurements!

Estimation

Estimated mean (estimate of δ is denoted δ̂, ’delta-hat’):

δ̂ = d̄ = 0.24cm3

sD = σ̃D = 6.96cm3

I The estimate is our best guess, but uncertainty (biological
variation) might as well have given us a somewhat different
result

I The estimate has a distribution, with an uncertainty called
the standard error of the estimate.

Central limit theorem (CLT)

The average, ȳ is
’much more normal’
than the original observations

SEM,
standard error of the mean

SEM =
6.96√

21
= 1.52 cm3

Confidence intervals

Not to be confused with prediction intervals!

I Confidence intervals tells us what the unknown parameter
is likely to be

I An interval, that ‘catches’ the true mean with a high (95%)
probability is called a 95% confidence interval

I 95% is called the coverage

The usual construction is

ȳ ± approx.2× SEM

This is often a good approximation, even if data are not
particularly normally distributed (due to the CLT, the central limit
theorem)



For the differences mf - sv, we get the confidence interval:

ȳ ± t97.5%(20)× SEM

= 0.24± 2.086× 6.96√
21

= (−2.93, 3.41)

If there is bias, it is probably (with 95% certainty) within the
limits (−2.93cm3, 3.41cm3), i.e.:

We cannot rule out a bias of approx. 3cm3

I Standard deviation, SD
tells us something about the variation in our sample,
and presumably in the population
— is used when describing data

I Standard error (of the mean), SEM
telles us something about the uncertainty of
the estimate of the mean

SEM =
SD√

n

standard error (of mean, of estimate)

— is used for comparisons, relations etc.

Paired t-test

Test of the null hypothesis H0 : δ = 0 (no bias)

t =
δ̂ − 0

s.e.(δ̂)
=

0.24− 0
6.96√

21

= 0.158 ∼ t(20)

P = 0.88, i.e. no indication of bias.

Tests and confidence intervals are equivalent,
i.e. they agree on ‘reasonable values for the mean’!

Summaries in SAS
Read in from the data file ’mf_sv.tal’
(text file with two columns and 21 observations)

data a1;
infile ’mf_sv.tal’ firstobs=2;
input mf sv;
dif=mf-sv;
average=(mf+sv)/2;

run;

proc means mean std;
run;

Variable Label Mean Std Dev
---------------------------------------------------------
MF MF : volumetric flow 86.0476190 20.3211126
SV SV : stroke volume 85.8095238 21.1863613
DIF 0.2380952 6.9635103
AVERAGE 85.9285714 20.4641673
---------------------------------------------------------



Paired t-test in SAS
Two different ways:

1. as a one-sample test on the differences:

proc univariate normal;
var dif;

run;

The UNIVARIATE Procedure
Variable: dif

Moments

N 21 Sum Weights 21
Mean 0.23809524 Sum Observations 5
Std Deviation 6.96351034 Variance 48.4904762
Skewness -0.5800231 Kurtosis -0.5626393
Uncorrected SS 971 Corrected SS 969.809524
Coeff Variation 2924.67434 Std Error Mean 1.51956253

Tests for Location: Mu0=0

Test -Statistic- -----p Value------

Student’s t t 0.156687 Pr > |t| 0.8771
Sign M 2.5 Pr >= |M| 0.3593
Signed Rank S 8 Pr >= |S| 0.7603

Tests for Normality

Test --Statistic--- -----p Value------

Shapiro-Wilk W 0.932714 Pr < W 0.1560
Kolmogorov-Smirnov D 0.153029 Pr > D >0.1500
Cramer-von Mises W-Sq 0.075664 Pr > W-Sq 0.2296
Anderson-Darling A-Sq 0.489631 Pr > A-Sq 0.2065

2. as a paired two-sample test

proc ttest;
paired mf*sv;
run;

The TTEST Procedure
Statistics

Lower CL Upper CL Lower CL Upper CL
Difference N Mean Mean Mean Std Dev Std Dev Std Dev
mf - sv 21 -2.932 0.2381 3.4078 5.3275 6.9635 10.056

Difference Std Err Minimum Maximum
mf - sv 1.5196 -13 10

T-Tests

Difference DF t Value Pr > |t|
mf - sv 20 0.16 0.8771

Assumptions for the paired comparison

The differences:
I are independent: the subjects are unrelated
I have identical variances: is assessed using the

’Bland-Altman plot’ of differencs vs. averages
I are normally distributed: is assessed graphically or

numerically
I we have seen the histogram. . .
I formal tests give:

Tests for Normality
Test --Statistic--- -----p Value------

Shapiro-Wilk W 0.932714 Pr < W 0.1560
Kolmogorov-Smirnov D 0.153029 Pr > D >0.1500
Cramer-von Mises W-Sq 0.075664 Pr > W-Sq 0.2296
Anderson-Darling A-Sq 0.489631 Pr > A-Sq 0.2065



If the normal distribution is not a good description, we have

I Tests and confidence intervals are still reasonably OK
— due to the central limit theorem

I Prediction intervals become unreliable!

When comparing measuring methods, the prediction interval is
denoted as

limits-of-agreement:

These limits are important for deciding whether or not two
measurement methods may replace each other.

Nonparametric tests

Tests, that do not assume a normal distribution

— Not assumption free

Drawbacks
I loss of efficiency (typically small)
I unclear problem formulation - no actual model, no

interpretable parameters
I no estimates! - and no confidence intervals
I can only be used for simple problems

– unless you have plenty of computer power and an
advanced computer package

I is of no use at all for small data sets

Nonparametric one-sample test

(or paired two-sample test). Test whether a distribution is
“around zero”

I sign test
I uses only the sign of the observations, not their size
I not very powerful
I invariant under transformation

I Wilcoxon signed rank test
I uses the sign of the observations,

combined with the rank of the numerical values
I is more powerful than the sign test
I demands that differences may be called ‘large’ or ‘small’
I may be influenced by transformation

For the comparison of MF and SV, we get (from PROC
UNIVARIATE):

Tests for Location: Mu0=0

Test -Statistic- -----p Value------

Student’s t t 0.156687 Pr > |t| 0.8771
Sign M 2.5 Pr >= |M| 0.3593
Signed Rank S 8 Pr >= |S| 0.7603

so the conclusion remains the same. . .



Example

Two methods for determining concentration of glucose.

REFE:
Colour test,
may be ‘polluted’ by uric acid

TEST:
Enzymatic test,
more specific for glucose.

nr. REFE TEST
1 155 150
2 160 155
3 180 169
. . .
. . .
. . .

44 94 88
45 111 102
46 210 188
X̄ 144.1 134.2

SD 91.0 83.2

Ref: R.G. Miller et.al. (eds): Biostatistics Casebook. Wiley,
1980.

Scatter plot: Limits of agreement:

Since differences seem to be relative,
we consider transformation with logarithm

Do we see a systematic difference? Test ’δ=0’ for differences
Yi = REFEi − TESTi ∼ N(δ, σ2

d)

δ̂ = 9.89, sd = 9.70 ⇒ t = δ̂
sem = δ̂

sd/
√

n = 8.27 ∼ t(45)

P< 0.0001 , i.e. strong indication of bias.

Limits of agreement tells us that the typical differences are to
be found in the interval

9.89± t 97.5%(45)× 9.70 = (−9.65, 29.43)

From the picture we see that this is a bad description since
I the differences increase with the level (average)
I the variation increases with the level too

Scatter plot, following a
logarithmic transformation:

Bland-Altman plot,
for logarithms:

We notice an obvious outlier (the smallest observation)



Note:

I It is the original measurements, that have to be
transformed with the logarithm, not the differences!

Never make a logarithmic transformation on data that
might be negative!!

I It does not matter which logarithm you choose (i.e. the
base of the logarithm) since they are all proportional

I The procedure with construction of limits of agreement is
applied the transformed observations

I and the result can be transformed back to the original
scale with the antilogarithm

Following a logarithmic trans-
formation

(and omitting the smallest
observation),

we get a reasonable picture

Limits of agreement: 0.066± 2× 0.042 = (−0.018, 0.150)
This means that for 95% of the subjects we will have

−0.018 < log(REFE)− log(TEST) = log(REFE
TEST ) < 0.150

and when transforming back (using the exponential function),
this gives us

0.982 < REFE
TEST < 1.162 or ’reversed’

0.861 < TEST
REFE < 1.018

Interpretation: TEST will typically be between

14% below and 2% above REFE.

Limits of agreement, on the original scale



New type of problem: Unpaired comparisons

If the two measurement methods were applied to separate
groups of subjects, we would have two independent samples
Traditional assumptions:

x11, · · · , x1n1 ∼ N(µ1, σ
2)

x21, · · · , x2n2 ∼ N(µ2, σ
2)

I all observations are independent
I both groups have the same variance (between subjects)

– should be checked
I observations follow a normal distribution for each method,

with possibly different mean values
– the normality assumption should be checked ‘as far as
possible’

Ex. Calcium supplement to adolescent girls

A total of 112 11-year old girls are randomized to get either
calcium supplement or placebo.

Outcome: BMD=bone mineral density, in g
cm2 ,

measured 5 times over 2 years (6 month intervals)

Boxplot of changes, divided into groups:
Unpaired t-test, calcium vs. placebo:

Lower CL Upper CL Lower CL
Variable grp N Mean Mean Mean Std Dev Std Dev

increase C 44 0.0971 0.1069 0.1167 0.0265 0.0321
increase P 47 0.0793 0.0879 0.0965 0.0244 0.0294
increase Diff (1-2) 0.0062 0.019 0.0318 0.0268 0.0307

Upper CL
Variable grp Std Dev Std Err Minimum Maximum

increase C 0.0407 0.0048 0.055 0.181
increase P 0.0369 0.0043 0.018 0.138
increase Diff (1-2) 0.036 0.0064

T-Tests

Variable Method Variances DF t Value Pr > |t|

increase Pooled Equal 89 2.95 0.0041
increase Satterthwaite Unequal 86.9 2.94 0.0042

Equality of Variances

Variable Method Num DF Den DF F Value Pr > F

increase Folded F 43 46 1.20 0.5513



I No detectable difference in variances
(0.0321 vs. 0.0294, P=0.55)

I Clear difference in means:
0.019 (0.0064), i.e. CI: (0.006, 0.032)

I Note that we have two different versions of the t-test, one
for equal variances and one for unequal variances.

Two sample t-test: H0 : µ1 = µ2

t =
x̄1 − x̄2

se(x̄1 − x̄2)
=

x̄1 − x̄2

s
√

1
n1

+ 1
n2

=
0.019
0.0064

= 2.95

which gives P = 0.0041 in a t distribution with 89 degrees of
freedom

The reasoning behind the test statistic:
x̄1 normally distributed N(µ1,

1
n1

σ2)

x̄2 normally distributed N(µ2,
1
n2

σ2)

x̄1 − x̄2 ∼ N(µ1 − µ2, (
1
n1

+ 1
n2

)σ2)

σ2 is estimated by s2, a pooled variance estimate, and the degrees of freedom is
df = (n1 − 1) + (n2 − 1) = (44 − 1) + (47 − 1) = 89

The hypothesis of equal variancs is investigated by

F =
s2

2

s2
1

=
0.03212

0.02942 = 1.20

If the two variances are actually equal, this quantity has an
F-distribution with (43,46) degrees of freedom. We find P=0.55
and therefore cannot reject the equality of the two variances.

If rejected (or we do not want to make the assumption), then
what?

t =
x̄1 − x̄2

se(x̄1 − x̄2)
=

x̄1 − x̄2√
s2

1
n1

+
s2

2
n2

∼ t(??)

This results in essentially the same as before:

t = 2.94 ∼ t(86.9), P = 0.0042

Paired or unpaired comparisons?

Consequences for the MF vs. SV example:

I Difference according to the paired t-test: 0.24, CI: (-2.93,
3.41)

I Difference according to the unpaired t-test: 0.24, CI:
(-12.71, 13.19)
i.e. with identical bias, but much wider confidence
interval

You have to respect your design!!

— and not forget to take advantage of a subject serving as its
own control



Theory of statistical testing

Significance level α (usually 0.05) denotes the risk, that we are
willing to take of rejecting a true hypothesis,
also denoted as an error of type I.

accept reject
H0 true 1-α α

error of type I
H0 false β 1-β

error of type II

1-β is denoted the power.
This describes the probability of rejecting a false hypothesis.

But what does ’H0 false’ mean? How false is H0?

The power is a function of the true difference:
’If the difference is xx, what is our probability of detecting it – on
a 5% level’??
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I is calculated in order to
determine the size
of an investigation

I when the observations
have been gathered, we
present
confidence intervals

Statistical significance depends upon:

I true difference
I number of observations
I the random variation, i.e.

the biological variation
I significance level

Clinical significance depends upon:

I the size of the difference detected

Two active treatments: A and B, compared to Placebo: P

Results:

1. trial: A significantly better than P (n=100)
2. trial: B not significantly better than P (n=50)

Conclusion:
A is better than B???

No, not necessarily! Why?



Determination of the size of an investigation:
How many patients do we need?

This depends on the nature of the data,
and on the type of conclusion wanted:

I Which magnitude of difference are we interested in
detecting?
very small effects have no real interest

I knowledge of the problem at hand
I relation to biological variation

I With how large a probability (power)?
I should be large, at least 80%

I On which level of significance?
I Usually 5%, maybe 1%

I How large is the biological variation?
I guess from previous (similar) investigations or pilot studies
I pure guessing....

New drug in anaesthesia: XX, given in the dose 0.1 mg/kg.

Outcome: Time until some event, e.g. ‘head lift’.

2 groups: Eu
1 Eu

1 og Eu
1 Ea

1

We would like to establish a difference between these two
groups, but not if it is uninterestingly small.

How many patients do we need to collect data for?

From a study on a similar drug, we found:

group N time to first response (min.±SD)
Eu

1 Eu
a 4 16.3± 2.6

Eu
1 Eu

1 10 10.1± 3.0



δ: clinically relevant differ-
ence,

MIREDIF
s: standard deviation
δ
s : standardised difference
1− β: power at MIREDIF

δ
s and 1− β are connected

α: significance level
N: Required sample size

- totally (both groups)
read off for relevant α

δ = 3: clinically relevant difference
s = 3: standard deviation
δ
s = 1: standardised difference
1 − β = 0.80: power
α = 0.05 or 0.01: significance level
N: Total required sample size

What if we cannot recruit so many patients?

I Include more centers
— multi center study

I Take fewer from one group, more from another
— How many?

I Perform a paired comparison, i.e. use the patients as their
own control.
— How many?

I Be content to take less than needed
— and hope for the best (!?)

I Give up on the investigation
— instead of wasting time (and money)

Different group sizes?

n1 in group 1
n2 in group 2

}
n1 = kn2

The total necessary sample size gets bigger:

I Find N as before
I New total number needed: N ′ = N (1+k)2

4k ≥ N
I Necessary number in each group:

n1 = N ′ k
1 + k

= N
1 + k

4

n2 = N ′ 1
1 + k

= N
1 + k

4k



Different group sizes?
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I Least possible total
number: 32 = 16 + 16

I Each group has to
contain at least 8 = N

4
patients

Ex: k = 2 ⇒ N ′ = 36 ⇒
n1 = 24, n2 = 12

Necessary sample size – in the paired situation

Standardized difference is now calculated as

√
2× clinically relevant difference

sD

=
clinically relevant difference

s
√

1− ρ

where sD denotes the standard deviation for the differences,
and
ρ denotes the correlation between paired observations

Necessary number of patients will then be N
2

Necessary sample size – when comparing frequencies

The situation is

treatment probability
group for complications

A θA
B θB

The standardised difference is then calculated as

θA − θB√
θ̄(1− θ̄)

where θ̄ = θA+θB
2

Formulas for n

One easily gets lost in the relations for standardized
differences, and nomograms are hard to read precisely.

Instead, one can use formulas, which all involve

f (α, β) = (z1−α/2 + z1−β)2

1− β
α 0.95 0.9 0.8 0.5

0.1 10.82 8.56 6.18 2.71
0.05 12.99 10.51 7.85 3.84
0.02 15.77 13.02 10.04 5.41
0.01 17.81 14.88 11.68 6.63



Paired data

For paired data, we can use

n = (σD/∆)2 × f (α, β)

σD is the standard deviation of differences
n becomes the number of pairs

One may use that σD = σ
√

2(1− ρ), where σ is SD of a single
observation, and ρ is correlation.

Two-sample case

It is optimal to take equal group sizes, in which case

n = 2× (σ/∆)2 × f (α, β)

σ is the standard deviation (assumed equal)
n number in each group

(Adjustment formula for 1:k sampling as before)

Proportions

n =
p1(1− p1) + p2(1− p2)

(p2 − p1)2 × f (α, β)

p1 probability in group 1
p2 probability in group 2
n number in each group


